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Introduction

The e-Protein project is a Grid pilot project involving researchers at three sites: Imperial College London, University College London, and the European Bioinformatics Institute. The primary aim of the project is “to provide a fully automated distributed pipeline for large-scale structural and functional annotation of all major proteomes via the use of cutting edge computer Grid technologies”. The annotations available at each site are to be presented to biological community end-users using a single point of access. These objectives can be summarized in Fig. 1, with sharing of resources across the three sites to perform the actual annotations using Grid technology shown on the left and the development of a single user interface using DAS (distributed annotation system) on the right.

3D-Genomics

3D-Genomics (see http://www.sbg.bio.ic.ac.uk/3dgenomics) is the structural annotation database available at Imperial College London and a full description of the pipeline and the annotations generated can be found in Fleming et al, 2004. The structural annotation pipeline has been written in object-oriented Perl, with each of the bioinformatics software tools implemented as a Perl module (see Table 1). The annotations generated by the software are stored in a MySQL database. These modules can be linked together to form a workflow, describing our approach to structurally annotating completely sequenced proteomes (see Fig.2).

Fig.2 describes the steps required to annotate each protein sequence but perhaps can be more accurately described as a dependency diagram as each stage is dependent on the completion of those to the left, as indicated by the arrows. The separation of bioinformatics tools into individual Perl modules affords great flexibility as new software can be easily added to the workflow and new types of annotations generated without necessitating repetition of earlier stages. Additionally, each of the bioinformatics tools has different requirements for computational resources (see Fig.2), and thus it is possible to adapt to the availability of resources and target certain jobs to those most suitable.

The SummaryRegionRun module provides a method of summarizing aspects of the data so that annotations of the most value, i.e. structural hits, can be returned rapidly.  Psiblast alignments are merged according to the regions they span within the query sequence and the nature of the homologues (SCOP and PDB hits representing structural hits). In this way, users can quickly visualize important matches without having to search through all of the individual alignments (although they are retained for visualization by the user, the purpose of this step is to reduce the amount of data to a few regions per query sequence (Fleming et al 2004)).
The annotation data itself is stored in a MySQL database using a schema that mirrors the object-oriented nature of the pipeline (see Fig.3). Each Pseq object (protein sequence containing information about the sequence, it’s derivation, length, etc) possesses several ‘Run’ type objects (e.g. CoilRun, LCRun) with different sets of parameters. Each Run object possesses multiple ‘Feature’ type objects that detail the actual annotation (e.g. start and stop positions in the sequence, scores, alignments).

There are currently 261 annotated proteomes available from the 3D-Genomics web pages (http://www.sbg.bio.ic.ac.uk/3dgenomics), including 30 eukaryotes, 21 archaea, and 210 bacteria. The time taken to process these proteomes through the full annotation pipeline comes to a total of 366,894 CPU hours (equating to an average of 1405 CPU hours per proteome). In terms of real-world timescales this equates to approximately 8 months work. Ideally we would like to be able to re-annotate highly important proteomes (e.g. Homo sapiens) in a much smaller timeframe, such as a weekend. We could only achieve this through the use of Grid resources.

GridSAM

We have utilized GridSAM, developed at the London e-Science Centre (LeSC) at Imperial College London, to produce a Grid application based on the 3D-Genomics annotation pipeline. GridSAM is a project funded by the UK Open Middleware Infrastructure Institute managed programme. The aim of GridSAM is to provide a Web Service for submitting and monitoring jobs managed by a variety of Distributed Resource Managers (DRM). Using a modular design, the job management API used by the GridSAM web service can be embedded into Grid applications that require job submission and monitoring capabilities (see http://gridsam.sourceforge.net/1.0/). The e-Protein project is one of several that GridSAM has been applied to.

The details of how GridSAM works are described elsewhere but the integration of GridSAM with 3D-Genomics to provide the 3D-Annotate resource is described here. 3D-Annotate has been developed at Imperial College London as a Grid-enabled proteome annotation resource, based on 3D-Genomics. The outline of how 3D-Annotate works can be seen in Fig.4. Each of the 3D-Genomics Run objects has been wrapped as a GridSAM binary component, allowing them to be launched using Grid resources. 3D-Annotate is responsible for the staging, launching and monitoring of jobs. 3D-Annotate allows the annotator to upload new sequences to the database, and to choose which annotations to generate. The use of a Web front end additionally means that this can be done from any remote location with Web access; it is not necessary to have access to the resources themselves as 3D-Annotate takes care of authentication itself. The workflow / dependency diagram (Fig.2) is consulted to make sure that the order of Runs is maintained and then 3D-Annotate generates the correct Run types and transparently submits jobs to Distributed Resource Management (DRM) systems such as Condor and Sun Grid Engine. HTTPS transport security and WS-Security framework are utilised for authentication and authorising users, so the system is secure. Moreover, 3D-Annotate is deployable on any Java Servlet compliant container, such as Apache Tomcat. 

We have generated an easy to install tarball containing all relevant Perl modules and tools for this to be deployed. We have installed the prototype system, hosted at Imperial College London, and have utilised it for testing on resources at both UCL and Imperial College London. Preliminary testing indicated that the lag time introduced through the use of 3D-Annotate, rather than directly submitting jobs to a specific resource without the use of Grid technology, is negligible. To date, we have experienced difficulties performing annotations on a single resource due to the sporadic nature of its usage by other groups. It is hoped that, although the CPU time taken for each proteome will remain fairly constant (with up to a 5-10% increase due to lag times introduced by Grid application), we can significantly reduce the real-world time taken to perform a full annotation through the use of proper scheduling. That is, GridSAM enables us to target jobs to specific resources based on their load and resource capabilities and by doing this we hope to circumvent many of the problems encountered with using a single resource. In which case, we hope to achieve an overall reduction in time of 20-30%.

Protein DAS

We intended to provide the annotations generated by our pipeline, and from the other annotation databases, via a single user interface. For this, we have used DAS. The distributed annotation system (DAS) is a client-server system in which a single client integrates information from multiple servers. It allows a single machine to gather up genome annotation information from multiple distant web sites, collate the information, and display it to the user in a single view. Little coordination is needed among the various information providers (http://www.biodas.org). We have developed a protein DAS annotation server, which is currently serving annotations to several of the available protein DAS clients (www.sbg.bio.ic.ac.uk:8888/das/human/). We have registered this DAS source with the DAS registry service (http://das.sanger.ac.uk/registry/). In this way, we hope that other biological community users will take it up and link to it.
DAS relies on there being a common "reference sequence" on which to base annotations. The reference sequence consists of a set of "entry points" into the sequence, and the lengths of each entry point. The DAS consists of a reference sequence server, and one or more annotation servers. Annotation servers are specialized for returning lists of annotations across a certain region of the genome. Annotations have an ID that is unique to the server and a structured description that describes its nature and attributes. DAS requests take the form of a URL that defines the sequence of interest. The response from the server to the client consists of a standard HTTP header with DAS status information within that header followed optionally by an XML file that contains the answer to the query.
ProServer is a very lightweight DAS server developed at the EBI. It is written in Perl, is simple to install and configure, and has existing adaptors for a wide variety of data sources. It is also easily extensible allowing adaptors to be written for other data sources (http://www.sanger.ac.uk/Software/analysis/proserver). We have written such an adaptor for the 3D-Genomics data source. Our use of an object-oriented Perl API for 3D-Genomics has enabled us to integrate tightly the provision of DAS annotations with the original code. As seen in Fig.3, Feature objects provide a means of storing information regarding annotations for any given sequence. For the purposes of DAS integration, each of these classes now has a new method: getDasFeatures, that extracts only the data needed to form the correct DAS response, thus providing a rapid response to a DAS client query. An outline for how DAS annotations are served by the 3D-Genomics data source can be seen in Fig.5.

A Perl script (called daspseq) listens on a Unix socket for UniProt ID requests from a DAS client (e.g. Dasty) via ProServer. The DAS client sends a URL query containing a UniProt ID plus start and stop positions within the sequence. ProServer prints the query as a string to a Unix socket. The daspseq script receives the UniProt ID and instantiates a DasPseq object (inherits from Pseq). The relevant Feature objects for this sequence are retrieved from the 3D-Genomics database, containing only the DAS-specific data (using the method getDasFeatures). This data is extracted by the daspseq script which outputs the results as a string to the Unix socket. ProServer receives the string, which is translated by the eprotein.pm SourceAdapter, and builds an XML response that is sent back to the querying client. This process typically takes less than 2-4 seconds. Once again, the modular nature of our design ensures that new annotation types may be added to the ProServer reply easily as it will be just another type of Feature object.

UniProt ID’s are stable but occasionally the sequences to which they refer may change. In order to make sure that the annotations we provide have been generated using the same sequence as expected by the reference server, we additionally provide an MD5 hash of the sequence. The reference server also supplies an MD5 for the sequence and the DAS client may choose whether to display the annotations given that they apply to a different sequence, albeit with the same UniProt ID.

Dasty

Dasty, a protein DAS client, developed at the EBI for use with several projects (e.g. BioSapiens, e-Protein etc.), is implemented for visualising protein sequence feature information. The client is able to connect to a reference server and one or many DAS annotation servers. It merges the data from all the servers, and displays sequence information as well as annotated feature information form all the available DAS Servers in a very user friendly way (http://www.ebi.ac.uk/dasty/). A recent version of the client is available from the e-Protein website (http://www.e-protein.org/e-proteindastypr.html) and can be utilized to visualize the annotations from the 3 databases involved in the e-Protein project. This client provides a two dimensional view of the annotations from each site (see Fig.6). The origin of each of the annotations is presented, along with the provision of a hyperlink to the originating database web pages. Additional annotation servers can be added to the Dasty client list.

Conclusion

As of December 2005, we have a prototype version of the GridSAM software up and running, and have tested it on resources at Imperial College London and UCL. We envisage benchmarking whole-proteome annotation of Homo sapiens at the end of January 2006. Once we have done this we will be able to quantify fully and accurately the advantages that Grid application enables.

We have a Protein DAS server in place that serves various annotation types. The further development of the DAS client(s) is required to fully exploit the potential of DAS, by providing a customizable and user-friendly single point of access for the biological community.
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Fig 1. Schematic depicting the plaaned programme for the e-Protein project. The two main objectives are shown: sharing of Grid resources, and provision of annotations via a single DAS front-end. 
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Fig. 2. Workflow / dependency diagram for the 3D-Genomics annotation pipeline. Each box represents a Perl module wrapping various bioinformatics software (see Table 1). Colour coding gives an indication of the amount of time each step takes, from less than a second (green) to several minutes (red).
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Fig 3. How annotations are stored and retrieved by the 3D-Genomics API. A Pseq object (blue) may have several Run types (red), including the same Run types with different parameter sets. Each instance of a Run object has one or more Feature objects (green) that contain the actual annotation data. These classes have corresponding tables in the MySQL schema (e.g. CoilRun class is represented by a CoilRun MySQL table).
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Fig.4 Outline of the 3D-Annotate resource. A prototype version has been tested on resources at Imperial College London and UCL.
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Fig.5. Outline view of the 3D-Genomics DAS server (based on ProServer) and how annotations are served.
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Fig.6. Screen grab of the Dasty client showing the way annotations are presented.

Tables

	Perl module
	Software
	Annotation type

	LCRun
	SEG
	Low complexity

	SigPepRun
	iPSORT
	Signal peptides

	TMRun
	HMMtop
	Transmembrane regions

	CoilRun
	Coils2
	Coiled coils

	PrositeRun
	N/A (internal implementation)
	Prosite patterns

	CogRun
	N/A (internal implementation)
	COG regions

	ProsperoRun
	Prospero
	Repeats

	HMMRun
	HMMer
	Pfam domains

	PsiBlastRun/BlastRun
	Psiblast/Blast
	SCOP/PDB domains

	IMPALARun
	IMPALA
	SCOP/PDB domains

	ISSRun
	N/A (internal implementation)
	Remote homologies

	PsiPredRun
	Psipred
	Secondary structure

	DynamicRun
	Quick phyre
	Fold recognition


Table 1.  List of software and annotation types provided by the 3D-Genomics proteome annotation pipeline.
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