Functional Annotation
Both the number of crystallized protein structures and the number of sequences of protein-coding regions of DNA are increasing at a high rate. Although the total number of protein families and domains do not seem to be converging (Marsden et al. 2006) and there appear to be many more yet to find (Venter 2004), the number of examples in each family is increasing and this presents a problem for annotation – experimentally verified annotation is not be produced at the same rate as shotgun sequences and so the function of most proteins has to be estimated by their similarity to those that do have reliable annotation: annotation by homology.

The huge increase in sequences also poses a problem for annotation by homology since the total number of potential annotations is proportional to both the number of homologous sequences and the number of sequences with experimentally verified annotation: the number of homology annotations is roughly quadratic in the number of sequences. If fact the situation is somewhat worse, since interesting protein families tend to be both heavily sequenced and annotated (for example, the HIV/SIV envelope glycoprotein, GP120, has 60,000 sequences in Pfam and 80 crystallised structures or fragments deposited in the PDB, many of which will include bound ligands).

This report deals with annotating an entire database of sequences (Uniprot, ~3million entries) by homology with information about putative catalytic sites, and residues involved in protein-protein and protein-ligand binding. Catalytic site annotations were taken from the Catalytic Site Atlas (Porter et al. 2004), a database of hand-curated sites taken from primary literature. Binding sites were taken from the PDBsum database (Laskowski et al 2005) and are originally derived from contacts actually observed in crystallized protein structures. The database is designed so it can be easily queried using DAS (Distributed Annotation System, Dowell 2001) – a client-server architecture for annotating genomic sequence, see http://www.biodas.org/ for more details.

Database architecture 

The original implementation of the Catalytic Site Atlas predicted catalytic sites by performing a psiblast search (Altschul et al 1997) of all annotated sequences against all sequences in the PDB. While this is feasible for the PDB, Uniprot is considerably bigger and the run-time taken and number of pairwise results returned becomes prohibitive. To annotate databases the size of Uniprot, a different approach was needed.

There are two major restrictions on the design of the database behind the DAS server: it must avoid the quadratic explosion in size due to increased number of sequences and annotations, and queries must be resolved quickly. One answer to this is to store the information about the homology and the annotations separately, allowing reuse of the same alignments for many different annotations. The space needed to store a multiple alignment of sequences grows linearly as the number of sequences increases
, and storing the annotations obviously grows linearly as the number of annotations increases. Despite storing the two relevant pieces of information to satisfy a query in separate table, it is possible to obtain results from a database structured in this manner efficiently.

Figure 1 shows schematically how a query proceeds: the DAS server receives a query from the client for features for a given Uniprot ID. The server then queries its alignment table for all multiple alignments that contain that sequence. A separate table contains all primary annotation known about any sequences, stored along with which alignments those sequences occur in. By comparing the annotation table with the set of alignments in which the query sequence is present, the server can find all sequences with primary annotation that are homologous to the query. For each of these, the appropriate alignment between the query and annotated sequences can be extracted from the database, since this consists of just two lines from the multiple alignment. The annotation can then be transferred across on a per-site basis and the summary statistics such as pairwise ID can also be calculated. At this stage, the server may also perform some sanity checks on the putative annotations: are the newly annotated residues consistent with catalysis, for example, or did important residues in the primary annotation not have homologues in the query sequence.

By creating appropriate indexes on the tables, the query outlined above can be carried out as and when requested from the client, making it quick enough for deployment as a DAS service where clients expect results in real-time. The database schema is given in appendix A.

For the catalytic site information, multiple alignments were obtained from the Pfam database (Bateman et al. 2004) of protein domains. This provided a comprehensive set of alignments covering 74% of Uniprot entries (figure from Pfam version 21.0), including some quite distance relatives. These alignments are based on profile Hidden Markov Models (profile HMMs), a fact that becomes important later when they are assess for accuracy. As discussed later, this homology is not appropriate for the other structural information. Proteins in the PDB are not always identical to those in Uniprot, even for supposedly equivalent proteins due to residues having been mutated to enable crystallization or for other reasons. The mapping provided by the MSD (Velankar 2004) was used.

The approach taken here to storing multiple alignments and annotation separately is similar to that taken by Ensembl (Birney et al 2006) with the Compara database. In that case, alignments are stored in CIGAR format (Stabenau et al 2004), which is more compact representation of the pattern of gaps in an alignment at the expense of more complexity in the parsing of the alignment. However, the saving from using CIGAR format alignments is not as great as it might appear: Pfam domain alignments tend to contain many short gaps so the CIGAR strings can be quite long (but still shorter than the alignment they replace) and the original sequences must be stored separately if statistics such as pairwise identity are to be calculated.

Assessing confidence in aligned sites

The ability to transfer annotation on a residue-to-residue basis depends critically on the quality of the alignments used: if a residue from the annotated set is misaligned then many, and potentially all, annotations derived from it will be false. This is in stark contrast to many applications of homology in bioinformatics, such as gene-finding or detecting domains in proteins, where it is sufficient for the alignment to be broadly correct. Sequence alignment will always be fundamentally a problem of statistical estimation and no improvements in the methods or mathematical models used will produce error-free alignments. Further, the pattern of conservation on a protein means that some regions are easier to align accurately than others and so the errors are not homogeneous. The lack of error homogeneity means that simple approaches to sanitizing the alignments, such as discarding all those with an e-value greater than some threshold, are not effective – an alignment might be globally good but still contain regions of considerable uncertainty.

A profile HMM consists of a series of states that describe what the protein should look like: match states, which specify the likely composition of any matching residue (composition changes depending on which match state), and mismatch (insert / delete) states that do not. The model specifies the probability of going from one state to another. As shown in figure 2, going into a delete state skips a match states but an insert state does not and can be re-entered from itself. A profile HMM can be thought of as a generative model: start at the start states and follow the arrows with whatever probability is specified emitting residues (match, insert states) or gaps (delete state) as required until the end state is reached. The path taken through the model will not always be the same.

Aligning a sequence to a HMM corresponds to finding the sequence of states   most likely to have emitted that sequence. The multiple alignment is created by assuming that all residues emitted by the same state are homologous, although it is unclear to extent this supports evolutionary rather than structural homology. The exception are residues that are emitted by an insert state, which may or not be homologous depending on where the insertion occurred in the phylogenetic tree relating the sequences; these are clearly indicated in the output of hmmalign (Eddy, 1998) by the use of lowercase letters to represent residues in alignments (rather than uppercase for match states). Without further, phylogenetic, analysis it is not safe to assume that these states are homologous and so they are not considered further.

While most commonly used HMM alignment software (SAM, Hughey and Krogh 1996; HMMER, Eddy 1998) works by finding the most probable series of states of the HMM that could have emitted the sequence and so generating the pattern of match, insert and delete states that form the final alignment. The most probable series is only one possible quantity about the sequence that can be calculated from the profile; Holmes (1998) shows how to calculate the posterior probability that a residue was emitted by a given state – a measure of how accurate this assignment is
. This posterior probability can be used to assess whether two residues in different sequences were emitted by the same (match) state: a measure of the confidence we should have that they are homologous?
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 in the most probable alignment, and can be used to approximate the probability that the two sites are homologous. Even in cases when the bound is not tight, the bound ensures that the approximation is conservative and so will not produce excessive false positives.

Figure 3 shows the confidence (posterior probability) for three GP120 sequences. There are obvious regions of low confidence in each of the sequences, in some cases corresponding to known features of the protein such as the hyper-variable V1/V2 loop region indicated. The fragment of the seed alignment corresponding to this region shows obvious disorder and even the apparently well aligned block contained within has little similarity between the sequences. There is little correlation between regions of low confidence and long insertions, so it is not sufficient just to remove residues corresponding to insert states from the alignment.

Extending homologies: the PDBsum server

Crystallized protein structures contain a lot of information about interactions between proteins and ligands – what they bind to, where and which residues are involved. Even when the exact ligand is not conserved through evolution, the location of the binding site may be conserved; there may even be useful information in binding to ligands that are not actually observed in vitro, provided that a plausible analogue was used. In particular, information on protein-protein, protein-ligand and protein-DNA contact sites were available via the PDBsum database.

Transferring information about binding sites by homology presents a different problem than transferring information about catalytic sites since it is not as localised on the protein’s structure. The constraints involved in retaining catalytic activity mean the sites involved are generally inside a single functional unit (protein domain), otherwise rearrangement of these units would interfere with ability to function. However, this is not the case for binding site data: ligands may be bound across and between domains, and protein-protein interactions (e.g. homodimers) may involve a significant proportion of a protein’s exposed residues. For this reason, using a protein-domain based homology to transfer annotation is not appropriate and a different approach is needed.

Uniprot provides reference sequence databases, in particular sets of sequences that are non-redundant to a given percentage identity between the members. The Uniref50 sequences are non-redundant to 50%, and the “discarded” sequences – the cluster of sequences that each member of Uniref50 represents – are available. A new homology was created by aligning all the sequences represented by a given individual to each other using the MUSCLE software (Edgar 2004); profile HMMs were then created from each alignment, and the alignments assessed for accuracy as previously.

There is evidence that there is useful functional conservation down to 30% ID (Todd et al. 2001), so a homology based on 50% ID will miss many potentially useful annotations. The lack of depth in the new Uniref50 homology can be seen by comparing the largest cluster, which contains 8,000 sequences to the 58,000 sequences containing the most numerous Pfam domain (GP120). In addition, the size of Uniref50 has increased to 1.3 million entries (release 9.2, Nov 2006), which reduces the attractiveness of creating alignments for each and every one. The algorithm used to produce these clusters, CD-HIT (Li and Godzik 2006), can be used to produce clusters down to 40% identity and this can be reduce further by using a compressed amino acid alphabet – ignoring amino acids that frequently interchange with each other (Kosiol and Goldman 2005). Simulations suggested that sequences compressed into an 8 “residue” alphabet
 and clustered to 40% ID is equivalent to clustering the uncompressed sequences at 28% ID. This clustering was performed using a version of CD-HIT specially adapted for use on parallel machines.

While it would be feasible to keep maintaining this homology, it is more desirable to obtain an equivalent from elsewhere in the. Pairwise alignments taken from the CluSTr database (Kriventseva et al. 2001, Petryszk et al 2005) appear to be a possible candidate.

Using the Distributed Annotation System (DAS)

The Distributed Annotation System has many protocols for discovering what types of features are available on a particular server, what coordinates those features will be in, etc. Of particular interest here is the protocol used to return the features themselves and the format of this reply: for the purposes of this document, the following overview of the protocol will be sufficient.

1. Client sends server request for all features in a specified region of some coordinate system (e.g. anything on the protein with Uniprot ID P11766, human chromosome 11, bases 12,000—13,000).

2. If server understands the coordinates being requested (the client should have already verified this), a feature reply is returned. This reply is an XML document with one block for each feature.

3. The client processes the XML document and displays the information in whatever format it wishes. The server may give hints to the client through the use of groups and style-sheets.

The format of the feature reply is as follows: 

	<?xml version="1.0" standalone="yes"?>

<!DOCTYPE DASGFF SYSTEM "http://www.biodas.org/dtd/dasgff.dtd">

<DASGFF>

  <GFF version="1.01" href="http://web59-node1.ebi.ac.uk:9001/das/csalit/features">


Firstly a block of boiler-plate, describing the type of reply (DASGFF) and where the reply was requested from (the web address http://web59-node1.ebi.ac.uk:9001/das/csalit/features).

	<SEGMENT id="P11766" version="6c676e99aff470dd72b585fab49ae963" start="1" stop="">


This next section describes the ID of the segment we would like the feature for (in this case a protein with a Uniprot identifier), the start and stop points in the same coordinate system as the identifier (or the entire segment if these are left blank). The version is the MD5 hash of the sequence being annotated, a cryptographic
 “fingerprint” of the sequence so the client can easily tell whether the all the servers have annotated the same sequence without having to download the entire sequence from each since identical sequences must have identical fingerprints

	<FEATURE id="pubmed:12484756" label="pubmed:12484756">

      <TYPE id="Reference">Reference</TYPE>

      <METHOD id="Literature">Literature</METHOD>

      <START>0</START>

      <END>0</END>

      <NOTE>

            Sanghani P.C., Bosron W.F., Hurley T.D.. Human glutathione-dependent

formaldehyde dehydrogenase. Structural changes associated with ternary complex formation. Biochemistry. 2002 Dec 24;41(51):15189-94.

      </NOTE>

      <LINK href="http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?cmd=Retrieve&db=pubmed& dopt=Abstract&list_uids=12484756&query_hl=1">

            pubmed:12484756

      </LINK>

</FEATURE>


The next bit of the response describes an actual feature, delineated by start and end on the sequence (or `0’ in the case of position independent annotation. A response from a DAS server may contain many features by repeating this block; this block describes a literature reference. The id of the feature is given, along with a human-readable label. 

· <TYPE> Information describing the type of annotation. A human readable label is given between the tags, along with a more controlled “id”, and optionally “category”, qualifiers that will form part of a controlled vocabulary.

· <METHOD> The method used to produce the annotation. In this case the feature is derived from the primary literature but, in general, should describe how the feature was found. For example: domains might be found using models from SCOP or Pfam, or hand annotated.

· <START> & <END> The region which the annotation covers, defined by its start and end residues. Non-positional features, like this literature reference, have a start and end of zero. 

· <NOTE> A textual description of the feature to display in the DAS client for human consumption. In this case, bibliographical information about the literature reference.

· <LINK> A web address (URL) and label to be displayed. A link to the Pubmed page for the reference, giving the abstract and further bibliographic information. “pubmed:12484756” is given as a label to displayed in the client.

	<FEATURE id="REP00702" label="REP00702">

      <TYPE id="Potential catalytic residue" category="Catalytic">

            Potential catalytic residue

      </TYPE>

      <METHOD id="Homology">Homology</METHOD>

      <START>46</START>

      <END>46</END>

      <SCORE>32.4675324675325</SCORE>

      <NOTE>Details of inferred sites</NOTE>

      <NOTE>1GUFB:70 (S) -> 46 (T)</NOTE>

      <NOTE>1GUFA:70 (S) -> 46 (T)</NOTE>

      <LINK href="http://www.ebi.ac.uk/thornton-srv/databases/cgi-bin/CSA/CSA_Site_Wrapper.pl?pdb=1GUF">

            CSA:1GUF

      </LINK>

      <LINK href="http://das.sanger.ac.uk/dasregistry/runspice.jsp?pdb=1GUF">

            View:1GUF

      </LINK>

      <LINK href="http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?cmd=Retrieve&db=pubmed&dopt=Abstract&

list_uids=12614607&query_hl=1">

            pubmed:12614607

      </LINK>

      <LINK href="http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?cmd=Retrieve&db=pubmed&dopt=Abstract&

list_uids=10521269&query_hl=1">

            pubmed:10521269

      </LINK>

      <GROUP id="REP00702"/>

</FEATURE>




A feature record describing a putative catalytic residue at site 46. The notes give details of the annotation, where they are from and the residues involved. Here there has been a mutation from site on 1GUF (chains A/B) from which the annotation was derived: serine to the chemically similar threonine. Links are provided to: the relevant page of the catalytic site atlas, to view the structure from which the annotations in the SPICE DAS client, and to two references from which the original annotation was derived.

· <SCORE> A measure of how accurate the annotation is. Although the actually measure is specific to each DAS server, it can be used by the client to rank the features returned by each server. In the case of annotations from the CSA, this is the percentage ID between the amino acid sequence of the query and that from which the original annotation is derived from.  

· <GROUP> Used to group features together. Here, this site is grouped with all putative catalytic residues in the same CSA record “REP00702” which is comprised of all annotated residues on the same PDB structure.

	    </SEGMENT>

  </GFF>

</DASGFF>


Close the DAS response.

Problems with the versioning of sequences

As described above, any changes in the sequence are detected through the use of an MD5 fingerprint. If different DAS servers return different MD5 sums for the same query, then they have annotated different versions of the same sequence. Detecting changes in the version like this is necessary since the reference sequence may occasionally change: few databases guarantee that an identifier will always point to exactly the same sequence, and generally it refers to the most recent version. This is not a huge problem if the change is just the resolution of an ambiguous site, but occasionally changes will have a much greater effect (e.g. removal of a putative exon from a gene) and most annotation for that sequence will be incorrect, either being in the wrong place or simply invalid. The MD5 version number allows the client to tell whether all annotation is for the same sequence, but still has drawbacks. Firstly, the calculation of the version number in the presence of ambiguous bases/residues is informally specified and so two servers may produce different version numbers of the same sequences (hopefully only in rare cases, since some attempt to check consistency will hopefully have been made); and homologues occasionally have identical sequences. This can easily be fixed by formally specifying how the MD5 is calculated from a sequence, including how to deal with ambiguous or modified residue.

This first drawback is related to the insensitivity of the version number under resolution of ambiguities and single base/residue changes, leading to a loss of annotation when a minor change to the sequence is made; this is perhaps more difficult to deal will, since some annotation from some servers will still be valid for a different version of the sequence, perhaps after being shifted to the corresponding place in the new sequence, and some will not. Two extreme examples are: a residue is annotated as catalytic in one version of the sequence, which is changed in another version of the sequence to a residue incompatible with catalysis, and a server which annotates triplets of coding DNA with their translated residues and so would be intolerant to an (in frame) deletion of an entire exon after being moved to their new locations.

Extremely conserved sequences, or those close relatives, may be identical and so have identical version numbers. In this case, the client is relying solely on the segment ID to differentiate between the sequences and this has historically not always been possible (for example, Uniprot has only recently separated identical sequences from different species into different identifiers). This can easily be resolved by creating an extended version number consisting of the MD5 of the sequence and some designate of the species the sequence is from; although this is still subject to arguments over what constitutes a different species and which viral serotypes are sufficiently different to deserve distinct IDs.

The identical version number problem also arises for recent gene duplications, which may be identical in sequence but have different behaviours due to mutations elsewhere, like the promoter region for example. Identical genes may have different expression patterns, or result in different splice-variants of the same protein -- something that none of the currently popular coordinate systems (Ensembl peptide, genome coordinates, Uniprot accession) can differentiate between. Given the recently reported pervasiveness of copy number variants in the human genome (Conrad et al 2006), this defect in the version number may yet be problematic.
Problems with the feature reply

“The <GROUP> section is a bit of an oddity, as it is derived from an overloaded field in the GFF [General Feature Format] flat file format.” (Dowell, 2001)

[The comments in this and the next section deal with versions 1.0/1.5 of the DAS specification. In August 2001, a process for designing version 2.0 of DAS was initiated and development officially commenced in July 2004. When this updated version is release, it may deal with many of the problems described here.]

The design of the feature reply (DAS version 1.0) causes inconveniences to the server and client, and restricts the level of structure between the features that can be expressed. The two causes of this are the insistence that each feature is a single contiguous block, and the lack of hierarchal groups (groups within groups).

As shown above, each feature returned contains a large number of different fields. For servers such as the PDBsum ligand contact service, these fields are identical for all contacts derived from a single crystallized protein-ligand pair to the query sequence and get repeated once for each putative contact residue since it is not possible to combine them all into a single feature block due to their lack of contiguity. This is wasteful of network bandwidth and, more importantly, make the creation and parsing of replies more difficult as all features have to be parsed and correlated before their relationships can be determined. This extra overhead caused early versions of the DASTY client (http://www.ebi.ac.uk/dasty/)
When creating a reply that consists of many feature blocks that have some logical relation, there also the problem of how to group them back together again into one logical feature in the client. Intuitively this is the purpose of the <group> tag, but using this does not result in sufficiently tight coupling of the features: they are placed together but not combined into a single feature. This behaviour could be changed in the clients, but has knock-on effects on how other groupings will be interpreted. Instead, a consensus has emerged
 in which the DAS feature specification is violated and all feature blocks that should be combined are given the same ID (the specification states that all IDs should be unique).

The annotations served by the CSA / PDBsum servers have a deeper structure that cannot easily be expressed using DAS features as defined. As described above, it is desirable to group all related annotations derived from a single source together (e.g. all residues between a unique ligand and a protein, derived from a single PDB entry). In addition it is desirable to further group the annotations: all ligands of the same type derived from the same / different sources, all similar ligands, ligands associated with different enzyme families, etc. Without hierarchal groups, each feature can belong to at most one group and these additional relationships are lost.

For the purpose of displaying the protein-ligand binding data, DAS types were abused to group all sites binding the same ligand together. All features representing sites that bind to the same type of ligand have the same <type> tag, in this case the relevant code from the PDB chemical component dictionary (http://deposit.pdb.org/cc_dict_tut.html). The client can then arrange all features, firstly by joining all those with the same ID together and then grouping together all features with the same <type>. This is the default behaviour for most current clients.
Transferring alignments using DAS

The efamily project (http://www.efamily.org.uk/) solved the problem of passing alignments around by defining augmenting DAS with an additional request that deals solely with alignments between sequences. Alignments transferred in this way can only be manipulated by clients that are aware of the existence of this additional request and understand how to interpret it; at present, the only implementation is the SPICE client (Prlic et al 2005).

Ideally, it would be possible to transfer alignments around such that any client can take advantage of them without needing additional knowledge other than how to interpret a feature reply. This is possible if a coordinate system is specified across the alignment: each sequence then becomes a feature on the alignment, rather like exons are features on a genomic sequence, and features for each sequence can be accessed by specifying a <target> for each sequence. While returning alignments in this fashion allows any client to display them, this does not mean that it understands them and so this restricts the usefulness of transferring annotation in this manner. A user could see how two or more sequences are related and then look at the annotation on each of these sequences, but the client cannot use the alignment to allow annotations to be compared.

The <target> tag specifies the start and stop in the coordinate system of the sequence and the feature it is contained within defines the corresponding start and stop in the alignment. Making some mild assumptions about how the two coordinate systems relate to each other (e.g. an affine transform), a client could deduce how to transform between the two coordinate systems and so display features defined on one system onto another. The same process could be used to display annotations about an encoded peptide onto its genomic intron / exon structure, since the client can deduce from the relative differences in the start and stop that one residue is worth three nucleotides. Since the residue numbering for protein structures deposited in the PDB is essentially arbitrary, this trick will not work for any features annotated in “PDB coordinates”. The annotation first has to be converted into a regular coordinate system, like that of Uniprot, to be of use. In contrast, the approach taken by efamily can comfortably cope with such irregular residue numbering.

Multiple alignments also have further structure: the sequences are related and some are more similar to each other than others. This relation becomes very important when deciding how much support two sympathetic annotations give to each other: two distantly related sequences providing the same annotation provide much stronger support than two which are almost identical. Allowing hierarchal groups would enable this structure to be expressed to the client, as a tree can be represented as a series of nested groups like those shown in figure 4.
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Appendix A

Schema for annotation table, in this case from CSA server

+-----------+---------+------+-----+---------+-------+

| Field     | Type    | Null | Key | Default | Extra |

+-----------+---------+------+-----+---------+-------+

| id        | char(8) |      |     |         |       |

| pdbcode   | char(5) |      |     |         |       |

| resseq    | int(11) |      |     | 0       |       |

| pdb_res   | char(1) |      |     |         |       |

| accession | char(6) | YES  | MUL | NULL    |       |

| uni_site  | int(11) | YES  |     | NULL    |       |

| uni_res   | char(1) | YES  |     | NULL    |       |

| pid       | float   | YES  |     | NULL    |       |

| pfam_id   | char(7) | YES  | MUL | NULL    |       |

| start     | int(11) | YES  |     | NULL    |       |

| stop      | int(11) | YES  |     | NULL    |       |

| pfam_site | int(11) | YES  |     | NULL    |       |

+-----------+---------+------+-----+---------+-------+

Each row in the table corresponds to one site on one protein. The important fields in this table are pfam_id, which describes which alignment the annotated sequence is a member of and is indexed for rapid searching, and the id, which corresponds to which entry in the CSA that the annotation came from and so the server can link back to the original information.

· id: Identifier from CSA database for information

· pdbcode: Code from PDB, including chain identifier, that the annotation is based on

· resseq: residue number in PDB entry

· pdb_res: type  of residue present in PDB entry

· accession: Accession number of protein in Uniprot that corresponds to that in the PDB entry.

· uni_site: Site along Uniprot sequence that is annotated.

· uni_res: Residue in Uniprot sequence annotation; not necessarily the same as that in PDB entry.

· pid: Percentage ID between protein sequence in PDB entry and its corresponding Uniprot entry. May not be 100 due to mutations.

· pfam_id: ID of alignment which contains annotation.

· start: Domain start in Uniprot sequence (needed since pfam_id is not unique in multi-domain proteins).

· stop: See start.

· pfam_site: Which column of alignment annotation corresponds to. Precomputed for convenience.

Schema for multiple alignment table

+-----------+-------------+------+-----+---------+-------+

| Field     | Type        | Null | Key | Default | Extra |

+-----------+-------------+------+-----+---------+-------+

| pfam      | varchar(7)  | YES  | MUL | NULL    |       |

| sp_name   | varchar(20) | YES  |     | NULL    |       |

| accession | varchar(6)  | YES  | MUL | NULL    |       |

| start     | int(1)      | YES  |     | NULL    |       |

| stop      | int(1)      | YES  |     | NULL    |       |

| alignment | text        | YES  |     | NULL    |       |

+-----------+-------------+------+-----+---------+-------+

Each row in the homology table corresponds to one row in one alignment. Sequences may be in several alignments.

· pfam: ID of alignment, used to refer back to annotation table

· sp_name: Swissprot name of sequence (redundant)

· accession: Uniprot accession of sequence

· start: Where domain (alignment fragment) starts on Uniprot sequence

· stop: Where domain (alignment fragment) stops on Uniprot sequence

· alignment: Row from multiple alignment with ID pfam corresponding to sequence accession
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Figure 1 Representation of a query to the database. The set of all multiple alignments containing the query is found, and then all annotation for any sequence contained in each alignment. The primary annotation is mapped onto the query sequence using the alignment and returned as a feature reply. Other derived information, pairwise ID for example, can also be returned.
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Figure 2 Schematic of a profile HMM architecture consisting of match (M) and mismatch (insert, I / delete, D) states. Each arrow is paired with a number that represents the probability it is followed, and these probabilities differ between arrows. A sample path through the model, with a sample emitted sequence is shown. Match and insert states emit residues, delete states emit gaps.

[image: image14.wmf]
Figure 3 Alignment confidence for three envelope glycoprotein sequences, taken from Pfam family PF00516, measuring using the posterior probability of having being emitted from the state it corresponds to in the most probable alignment. The shaded regions are those corresponding to insert states and thus not homologous. The fragment of the  “seed alignment” (from which the profile HMM was derived), corresponding to the protein’s hyper-variable V1/V2 loop, is shown.
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Figure 4 Mock up of DAS client showing alignment between five sequences in the same manner as exons might be displayed on genomic sequence. The axis along the top represents columns in the alignment and the solid boxes blocks of sequence. The dashed boxes show how the homology between the sequences (displayed left) can be represented using hierarchal groups.







� Or very weakly quadratic if we account for the fact that the number of columns in an alignment will tend to increase as more sequences are added.


� Similar techniques are also used by the ProbCons (Do et al. 2005) multiple alignment software to take pairwise “consistency” information into account.


� Taken from Kosiol and Goldman (2005). The eight categories are W(FY)(IML)(CV)PG(NED)(HRKQSTA). These categories are based on the dynamics of protein evolution, not physiochemical measures of residue similarity, so are suitable for the task given.


� A cryptographic hash function, like MD5, produces a fixed-length fingerprint of a message (sequence) such that it is extremely difficult or impossible to recreate the original message from the finger-print and extremely difficult to produce two non-identical messages which give identical finger-prints. The MD5 algorithm is now considered broken by cryptographers [REF] by these standards, but is widely implemented and still suitable for use as an error-checking as it is in DAS.


� More simply summarised as “copy Ensembl”.
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